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1 High Throughput or High Capacity Computing
1.1 Summary

High-throughput computing refers to running many independent instances of the same job at the same time. The different instances may be the same problem with different parameters - as in a parameter space study; with different input files - as in a comparison of a 3D structure against many other known structures; with different frame numbers - as in the generation of a movie; with many different seeds - as in a Monte Carlo simulation. The job instances may be sequential (i.e., a typical parameter sweep or HTC use) or parallel (a common HPC use). 

Typically, the client launches the job set over a short period of time and then monitors progress, usually via a script, a workflow engine such as DAGMAN, or a science gateway. The locus of control of the workflow engine or script is often a front-end node at a computing center, or a community scientific gateway/portal or an end- user machine.

Because the job(s) data may not be located where execution will occur, the data may need to be copied. Access to the data may be provided via one of many different data movement protocols, including a wide-area or federated file system, http, ftp, sftp, gridftp, SRM, scp, iRODS, or some other tool. Oftentimes one or more of the input files to the computation is “constant”, i.e., it is invariant across a large number of runs. This can facilitate simple optimizations that only copy the file once, rather than once for each job instance.

An executable may come in many forms. It may be a binary generated from source code under the users’ control, a package with no source, a shell script, or a program in an interpreted language such as Matlab, R, Python, or Perl. In addition to the executable itself, the application may require particular versions of particular libraries. In addition to the management of different versions of different executables and libraries, licensing issues may also be a concern. 

1.2 Customers

High-throughput computing is used by many different disciplines: physics (HEP particularly), chemistry, computer science, computer engineering, systems engineering, biochemistry, biology, economics, public health science, and chemical engineering—just to name a few.

1.3 Scenarios and applications
Sample scenario 1:
The Southern California Earthquake Center (SCEC) [1] is an inter-disciplinary research group with over 600 geoscientists, computational scientists and computer scientists from ~60 institutions including the US Geological Survey. Its goal is to develop an understanding of earthquakes, and to mitigate risks of loss of life and property damage. An important aspect of SCEC research is in the CyberShake project, which calculates probabilistic seismic hazard (PSHA) curves for sites in Southern California. A PSHA map provides estimates of the probability that the ground motion at a site will exceed some intensity measure over a given time period. For each geographical point of interest, two large-scale MPI calculations and approximately 840,000 data-intensive post processing jobs are required. That is, the 100-200 TB datasets generated by the large-scale runs must remain available for the entire time period that it takes to run 840,000 serial jobs.
Sample scenario 2:

Computational crystal structure prediction (CSP) typically requires the processing of an enormous workload in the form of thousands of small jobs.  Professor Sally Price’s research group at UCL is developing the accurate modeling of intermolecular and intramolecular forces, in order to predict which crystal structures of an organic molecule are thermodynamically feasible. These are contrasted with experimental searches for polymorphs in order to understand the factors which lead to polymorphism, in a multi-disciplinary project "Control and Prediction of the Organic Solid State" (CPOSS) [2].
Crystal-structure prediction answers the question ‘what crystal structures will an organic molecule adopt?’ Different researchers have united to break that question down into two smaller steps ‘what crystal structures could this organic molecule adopt?’, and ‘which structure is the molecule most likely to adopt?’ These two questions naturally separate the computational procedure into two sequential steps:

· The generation of a bank of structures that the molecule could adopt (usually based on very simple-to-evaluate criteria).
· The calculation of a lattice energy for each structure, which can be used to estimate the structure’s stability. Determining the lattice energy of a structure requires energy calculations for thousands, or tens of thousands, of possible crystal structures.
1.4 Involved resources and production Grid infrastructure
HTC jobs may be run on a variety of resources - within a computing center site, on a campus grid, or on research clusters or across resources spanning multiple sites, grids or clusters. 
Functional Requirements

Job Management: Basic job description and management capabilities are required to describe, schedule, start, monitor, interact with, and clean up jobs. Once initiated, clients—potentially including software clients such as workflow engines or science gateways—require a mechanism to uniquely name (identify) jobs for subsequent management and interaction. 

Job Specification: The job description must contain information regarding the data sets, resource requirements, dependencies on other jobs, etc. 

Scheduling: Scheduling the job consists of at least three logical phases: determining where the job can run based on resource and account requirements, selecting a resource on which to execute the job, and preparing the execution environment for executing the job (e.g., staging data, getting the binaries in place, etc.) Determining where the job may run may require an information system that describes execution environments, their capabilities, software installed, etc. The ability to start both single and “vector” batches of jobs should be supported.

Job Interaction and/or Steering: Interaction with a job that is in progress is desired.  In particular it is desirable to be able to access and manipulate the files in the working directory of a running job – for example to steer the job, check its progress or debug it.

Job Status: Monitoring job status/progress via traditional client polling is necessary while support for some sort of notification is desirable but not necessary. A clearly described state model for execution must be supported.  The ability for an end-user or automated tool to determine the root cause of job failure is also desirable. Some clients require that job data not be immediately reaped upon completion, therefore the grid infrastructure must support the ability for a job to specify whether to delay automatic clean up of job data. 

1.5 Security considerations

Authentication to execution is usually necessary. Similarly, if the execution service is to access data elsewhere via another service, that service may require authentication as well. This in turn may require some form of delegation from the client initiating the set of jobs to execution services that will move data in and out of the execution location. 

Besides the authentication, access control, and delegation issues, some users have data integrity concerns with their data. This affects both on-the-wire and (more importantly) on-disk storage of input data and results. 

In regard to groups and virtual organizations, access to compute resources and data resources may require one or more of the following: individual authentication, authentication as a member of a group or virtual organization, or the assertion of some property or role. Similarly, jobs may need to be managed post-initiation by either the identity that started the job or members of a group or role, or both.
1.6 Performance considerations

Throughput (in jobs per second) is the primary performance metric for the HTC system itself. Staging time is also critical in terms of end-to-end execution time, as is task scheduling, in order to reduce the amount of staging necessary in the first place.

With respect to availability and reliability, users can accept that occasionally the HTC system is unavailable. Lost jobs or jobs that fail for no identifiable reason is not desirable and must be minimized. 

See https://twiki.cern.ch/twiki/bin/view/EGEE/SA3Testing#CREAM_CE for sample performance, reliability, and availability metrics used in g-lite/EGEE.
1.7 Use case situation analysis and PGI expectations
This use case relies on the ability schedule, start, stop, monitor and manage jobs of various types as well as staging data to and from jobs and accessing intermediate job data.

At the moment, the existing BES, JSDL, and JSDL extension specifications can be used to support most of functionality required for the execution of, and management of jobs as well as staging data to and from jobs.  

One area not directly covered by the existing specifications, is the ability to access the intermediate data of a job in progress.  However, there are several existing specifications that could be adopted to provide part of this functionality.  In particular, the RNS specification can be used to model the directory structure of the job’s working directory and provide an interface to access and manipulate directory entries; the ByteIO specification(s) can be used to model data files and provide the interface to manipulate them; and the BES specification could be extended to provide a mechanism to access the root of a job’s working directory – for example, by profiling BES to define the interface for the BES Activity port type to include this functionality or by adding a new port type to the BES specification.  

Additional profiling or extensions of JSDL and BES may be required for some functionality or to increase interoperability between grid implementations.

From a security perspective, existing OGSA security profiles and specifications cover many, but not all of the use case.
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�What do you mean with traditional HPC user? The title might be confusing for many readers


�With this you mean doing HTC with many HPC jobs among others…I believe – one idea to more clarify this would be to exactly mention when interactions between cores occur (i.e. HPC) and when not (i.e. HTC).
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